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• Machine learning techniques can provide 
crucial insight into complex data [2], but 
developing these models is often impractical 
on a single process.

• Distributed learning techniques mitigate this 
problem, but current models contain 
significant performance bottlenecks. 

• We conduct a detailed performance analysis of 
MPI_Learn on Summit by training a DNN to 
classify collision events in the CERN Large 
Hadron Collider. 

• Furthermore, we propose the implementation 
of a new decentralized and synchronous 
distributed algorithm for SGD. 

Applications

High Energy Physics

• The LHC at CERN conducts large scale experiments that

generate 25 petabytes of data every year [4].

• A scheduled upgrade to the LHC in 2024 is predicted to further

raise the generated output to 500 petabytes per year [4]

• In HEP, machine learning is used for [2]:

• Event Selection

• Jet Classification

• Particle Tracking

• Fast Simulation
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Figure 1.0: Current Communication Model [1]
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• We conducted a 

detailed performance 

analysis of MPI_Learn 

using manual 

instrumentation. The 

results shown in 

Figure 2.0 led us to 

conclude that 

communication time 

was the primary 

bottleneck.

• We further validated our results with experimentation on the 

Summit supercomputer. 

Figure 1.1: Layered SGD Model [3]

Layered SGD

• To mitigate the communication bottlenecks, we propose the 

implementation of a new distributed SGD algorithm termed 

Layered SGD. The main novelty of this approach is hiding the 

communication burden of synchronous SGD by communicating 

parameter updates in parallel with workers loading the next 

training data. 

• We demonstrate better scalability using HEP data with 

results up to 250 GPUs on the Summit supercomputer.
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• We find that current 

prevalent systems for 

distributing machine 

learning models in HEP 

applications contain 

significant performance 

bottlenecks. 

• We implement a novel 

algorithm to mitigate the 

communication bottlenecks.  

• Testing on 3D GANS for 

HEP application on the 

Summit supercomputer, we 

show up to a ten-fold 

decrease in model training 

time. 

Figure 2.0: Communication and computation time

breakdown of distributed machine learning with

MPI_Learn.

Figure 2.1: Performance bottlenecks using models from CERN

OpenLab on Summit supercomputer.

Figure 3.0: Layered stochastic gradient descent algorithm for implementation.

Figure 3.1: An analysis of cluster size for further

optimization.

Figure 3.2: A comparison of our implementation

and the current SGD model.

Figure 4.0: Scale model of the collision

detector at the CERN LHC [2].

Figures 4.1: Visualization of high

energy physics data [2].
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