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ABSTRACT 
GPUs significantly contribute to increased computational 
capability of HPC. In GPU accelerated HPC systems, data 
migration between host and GPU is the dominant performance 
bottleneck. The advent of Unified Virtual Memory (UVM) allows 
programmers to treat memory as if it were residing on both host 
and device. However, this illusion only eases programming and 
data migration still occurs. We find that such data migration under 
UVM is costly and can be orders of magnitude more expensive 
than traditional CUDA programming. Page prefetch and pre-
eviction mitigates this cost.  

We investigate deep neural networks (DNNs) to learn and predict 
page accesses of algorithms programmed with UVM. We consider 
multiple advanced modeling techniques that best leverage 
bandwidth of host-device interconnection, high degree of 
concurrency in GPU programming, and GPU memory. Evaluation 
shows these techniques improve prediction accuracy significantly. 
Overall, our models can achieve over 97% precision for page 
access prediction for applications studied on GPU accelerated 
systems.  

1 Introduction 
Prefetching is a process involving predicting future data accesses 
that, in our context, will cause a page fault in device memory. 
Page faults occur when the device attempts to access data not 
currently in device memory. From this access, the UVM driver 
will migrate the page from host to device memory. 

Recent work has explored machine learning approaches for CPU 
prefetching [1]. However, key differences exist for GPU 
prefetching. Both prefetched data and available storage become 
significantly larger. Related work concerns prefetching individual 
elements into CPU caches whereas this concerns prefetching 
pages to device memory. Additionally, GPU applications run 
thousands of threads concurrently, all sharing device memory, 
while CPU applications run across multiple cores with private 
caches. 

 

2 Problem Formulation 
For each of the applications under study, we collect the address of 
page faults in a time series as pages migrate from host to device. 
We then take the entire time series of page faults and reframe it 
into smaller fixed size sequences. These smaller sequences are 
then used as the input and target for training the neural network.  

Previous work on CPUs uses deltas (difference between 
subsequent memory addresses) rather than addresses. This 
provides the benefit of avoiding sparse address spaces and reduces 
the number of unique occurrences. However, due to high 
concurrency of GPU applications the deltas vary significantly 
each run and no longer reduces unique occurrences significantly. 
Therefore, we opt to use page numbers to model memory 
accesses.  

Additionally, previous work performs classification as a means 
for prediction. However, we find classification is no longer able to 
accurately predict accesses for delta sequences when keeping 
infrequent deltas. Furthermore, thanks to large GPU memory, 
pages are migrated few times, unlike on CPU where cache misses 
are more frequent due to small caches. Classification can prefetch 
multiple accesses using top probabilities. Nevertheless, we gain 
the same multi-modal output benefit with regression by predicting 
multiple accesses ahead. 

3 Evaluation and Results  
We explore a one-dimensional convolutional neural network 
(CNN), inspired by work in audio sequence generation [2]. Our 
CNN consists of a single convolutional layer followed by average 
pooling then multilayer perceptron for output. 

We look at two metrics, precision and recall. Here precision is 
percentage of targets appearing as a prediction prior to appearing 
in the sequence and recall the percentage of targets that appear in 
the set of all predictions. Since the amount of GPU memory is 
large and the applications tested fit within the available space, any 
page predicted will be present in memory prior to access. 

We begin with training our model on the entire set of page faults 
for a given application. We then look to splitting datasets into 



 
 

train and validation regions where validation region is unseen 
until prediction. We can also further reduce complexity of 
memory access patterns by clustering accesses into individual data 
structures and train on each separately. 

 

 

 

 

 

 

4 Conclusion and Future Work   
Applications used so far have been bound inside the amount of 
memory available. Once an application exceeds the amount of 
available memory pages begin to get evicted and it becomes 
harder to distinguish what predictions will be useful. Additionally, 
real world applications can have multiple kernels that execute in a 
variety of orders changing access patterns each run. Our work will 
continue by looking towards applications using more memory 
than physically available and many kernel applications.  
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